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Highlight of Career Journey

e BS in Electrical Engineering (EE) @ Seoul National University
e MS & PhD in Electronics Engineering (EE) @ Stanford University

— Convex Optimization - Theory, Algorithms & Software
— Advisor - Prof. Stephen P. Boyd

e Principal Engineer @ Samsung Semiconductor, Inc.

— Al & Convex Optimization
— collaboration with DRAM/NAND Design/Manufacturing/Test Teams

e Senior Applied Scientist @ Amazon.com, Inc.

— e-Commerce Als - anomaly detection, deep RL, and recommender system
— Jeff Bezos's project - drove $200M in sales via Amazon Mobile Shopping App

e Co-Founder & CTO / Global R&D Head & Chief Applied Scientist @ Gauss Labs, Inc.
e Co-Founder & CTO @ Erudio Bio, Inc.
e Co-Founder & CEQO @ Erudio Bio Korea, Inc.
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Core Al Concepts and Modern Architectures

e Al Prerequisites -5
— linear algebra basics / calculus basics / statistics basics

e Al Basics - 53
— estimation, regression & inference
— ML - supervised, unsupervised, reinforcement learning / DL - CNN, RNN
— training DNN using SGD / Al in action

e lLarge Language Models (LLMs) - 95

— language models & NLP market / large language models - building blocks
— Transformer - Attention is All You Need!
— variants of Transformer - encoder-only, encoder-decoder, decoder only

o Al Agents - 132
— what makes Al “agentic”? / cutting-edge Al agent tools

e Appendix - Silicon Valley Al Nexus - 149
e Selected references - 167
o References - 169
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Scalars, vectors, and matrices

e real number a € R, called scalar

e (ordered) collection of real numbers (aq, ..., a,) € R", called vector

| @

ai

as
€ R" - column vector

An,

1x
as - - - an]ER " _ row vector

e (ordered) collection of 2-dimensional array, called matrix

Al,l A1,2 U Al,n
A:2,1 A:2,2 ’ A2,n c Ran
Am,l Am,Z T Am,n _
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Transposes

e transpose of row vector is column vector & vice versa

| @

a2

an "

ai
a

Anp

e transpose of m-by-n matrix is n-by-m matrix

Al,l A1,2
A2,1 A2,2
Am 1 Am,2

Y

Al,n
A2,n

Amn

Y

T

Aia
Aj 9

Aln

- Y

al
as

an
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Matrix-vector multiplication

e for matrix A € R™*"™ & vector b € R"

— matrix-vector multiplication Ab defined by

Aj11by + A12b2 + - - -+ Ay by

Ab — Az 1b1 + A2,2b2.—|— o+ Axpnby,

in other words

(Ab)z = Z Ai,jbj for 1 S ) S m
j=1

— resulting quantity is vector of length m

— number of columns of A must equal to length of b

Core Al Concepts and Modern Architectures - ML Prerequisites - Linear Algebra Basics
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Matrix-matrix multiplication
e for matrices A € R™*" & B € R"*P
— matrix-matrix multiplication AB € R"*? defined by

(AB)ijj = Z Ai,kBk,j for 1 S ) S m
k=1

— resulting quantity is m-by-p matrix

— order matters and number of columns of A must equal to number of rows of B

e note matrix-vector multiplication is special case of matrix-matrix multiplication
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Functions

o f: X —>Y

— X = dom f - domain of f

— Y - codomain of f

- R(f) ={f(x) € Y|r € X} -range of f
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Differentiation & derivatives

e for real-valued function f : R —+ R

— derivative of f at x € R

/ d :
fz) =——f(z) = lim .

- derivative exists if and only if limit exists

— second derivative of f at x € R

f(x+h)— f(z) c R

/! d2
f (x):@f(x):}g% I

- second derivative exists if and only if limit exists
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Multivariate functions

e f:R" — R - real-valued multivariate function

1
i)

f(x):f :f($17$27"'7wn)€R

® examples

— f:R?> = R - linear function
f(x) = x1 + 32 + 2x3
— f:R® = R - convex quadratic function

f(x) =2t + x1z0 + 3x§ -+ 5:13§
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Multivariate vector functions

e f:R" — R" - real-valued multivariate vector function

[ fi(z) ]
fay=| 2@ | crm
| fm(z)
where f; : R" = Rfor1 < j < m
® examples
— f:R?® = R? - linear function
| ®1+ 3x2 + 2x3 2
f(x) - —35132 _l_ T3 S R

— f: R®> = R® - componentwise function

f(z) = [ exp(z1) exp(xz) exp(as) | € R’
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Partial derivative & gradient
for f : R" — R

e ith partial derivative

0 _ flxthe) = f(z)  f(..,xi1, 2+ h, i, ...) — f(2)
2 fa) = -

where e; € R" is 4th unit vector
e gradient is vector of partial derivatives

[ Of(x)/0x1 |

| 8f(33)/8xn N

® we have

(V@) = o (@) = IV f(x) € R

)
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for f : R* — R™

e Jacobian matrix

Df(x) =

— equivalently

Jacobian
8Jégl(x) aJ€;1(fl?)
dfa()  0fa()
axl 8x2
fm(z)  Bfmiz)
0xq 0x9
I Vfi(z)"
T
Dfa)=| V)
me(:c)T

9f1(x)
axn
dfa(x)

a.fl?n

Ofm (@)

85871

6 Ran
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Chain rule

e for f:R—-R", g:R" = R&h=gof, ie, h(z) = g(fi(x), ..
derivative of h at x € R

m

() = 3 2 a(f@)fi(e) = 3 Valf@);f)(@) € R

j=1
o for f:R" - R"™ ¢g:R"™ —- RP & h = g o f, Jacobian of h at x € R"

Dh(z) = Dg(f(z))Df(z) € R”™"
- note Dg(f(x)) € RP*™ & Df(x) € R™*"

e first is special case of second
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Random experiments & probability law

® random experiment
— outcome varies in unpredictable fashion (even) when experiment is being repeated

under same conditions
— specified by stating experimental procedure and set of one or more measurements or

observations
e probability law
— rule assigning probabilities to events of experiment that belong to event class F

pI.F—>R+

e properties (or axioms)
— for event A € F, p(A) called probability of A
— forevent A, B € F with AN B = ()

p(AU B) = p(A) + p(B)

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics 20
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Conditional probability

e probability of event A given that event B has occurred, called conditional probability,
denoted by

p(A|B)
e formula
p(aB) = P2
— thus

p(AN B) = p(A|B)p(B) = p(B|A)p(A)

e Bayes' theorem
p(B[A)p(A)

p(B)

p(A|B) =

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics 21
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Independence

Oct 6, 2026

e for events A & B, when knowledge of occurrence of B does not alter probability of A

— A said to be independent of B

e following statements are equivalent
— A is independent of B
— B is independent of A
- p(A|B) = p(A)
- p(B|A) = p(B)

- p(AN B) = p(A)p(B)

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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Random variables

e discrete random variable X assumes values from countable set {x1, x2, . . .

e continuous random variable X assumes values from R

e random vector X assumes values from R"

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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PMF, PDF & CDF

e probability mass function (PMF) of discrete X € R
px(z) = p(X = z)

e probability density function (PDF) of continuous X € R
b
[ px@) =pla< X <)

e cumulative distribution function (CDF) of (any) X € R
Fx(z) =p(X < x)

— for discrete X - Fix(x) = >/, px(x')
— for continuous X - Fx(z) = [*__ px(z')dz’

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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Joint PMF, PDF & CDF

e joint PMF of discrete X & Y

pxy(z,y) =p(X =z &Y =y)

e join PDF of continuous X & Y

d b
[ [ el wdedy —pa< X b <Y <)

e joint CDFof X &Y

Fxy(z,y) =p(X <z &Y <y)

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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Joint PMF, PDF & CDF - random vector

e (joint) PMF of discrete X € R"

px(z)=p(X1 =21 & -+ & X, = xp)

e (join) PDF of continuous X € R"

bn b1
an, al

e (joint) CDF of X € R"

FX(x):p(Xlgzcl& &Xngil?n)

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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Expected value, variance & covariance matrix

e expected value

— for discrete X

EX = Z xpx(x)

— for conditions X N,
E X :/ rpx(x)dx

e variance for scalar X € R

Var(X) =E(X —EX)°=EX° — (EX)’

® covariance matrix for vector X € R"

Var(X) =E(X —EX)(X —EX)  =EXX' — (EX)(EX)"
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Conditional expectation

for two random variables X & Y

e expected value of Y conditioned on X

E(Y|X = z) = /yp<y|x>dy

where
. px,y(z,y)
p(ylz) =
px(x)
® note
E f(X,Y) = EE(f(X,Y)|X)
because

[ [ st yazdy = [ ( / f(x,y)p(ylx)dy> p(z)da

Core Al Concepts and Modern Architectures - ML Prerequisites - Statistics Basics
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Bernoulli distribution

e model single binary trial with probability p of success (and, hence (1 — p) of failure)

e PMF, mean, variance

L k . 1-k 1—p ifk=0
pe) = da-pt={ P

E(X) = p Var(X)=p( —-p)

e ML applications - (foundation for)
— logistic regression, binary classification, modeling click-through rates, A/B testing
outcomes

CDF of bernoulli
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Binomial distribution

e model number of successes in n independent Bernoulli trials with probability p
e PMF, mean, variance

p(k) = ( Z )pk(n—p)lk for1 < k<mn
E(X) = np Var(X)=np(l—-p)

e ML applications
— modeling conversion rates, quality control testing, ensemble voting methods, batch
processing success rates

PDF of binom CDF of binom
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Multinomial distribution

e generalizes binomial distribution to multiple categories with probabilities p1, ..., pk

e PMF, mean, variance
n!

p(k) = — pt et
a’/’l. e o o o o xk'
E(X;) =np; Var(X;) =np;(1 —p;) Cov(X;, X,;) = —np;p;
e ML applications

— multi-class classification, topic modeling, document classification, NLP,
recommendation system

— market basket analysis, survey analysis, election pollings

— genetics, clinical trials, quality control

e widely used in Bayesian inference with Dirichlet priors

Core Al Concepts and Modern Architectures - ML Prerequisites - Discrete Random Variables 32



Sunghee Yun Oct 6, 2026

Geometric distribution

e model number of trials needed to achieve first success in independent Bernoulli trials

e PMF, mean, variance
p(k) =p(1—p)"™' E(X)=1/p Var(X)=(1-p)/p°

e ML applications

— modeling time-to-conversion, failure analysis, reinforcement learning episode lengths,
web crawling stopping conditions

e memoryless property p(X > m + n|X > m) = p(X > n)
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Negative binomial distribution

e model number of trials needed to achieve r successes in independent Bernoulli trials
e PMF, mean, variance

p) = (21 )P B = r/p Var(X) = r(1 - p)/p

e ML applications

— modeling overdispersed count data, customer acquisition costs, reliability engineering,
text analysis for word frequencies

e often used when Poisson assumptions are violated due to overdispersion

PDF of nbinom CDF of nbinom
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Poisson distribution

e model number of events occurring in fixed interval of time or space
e PMF, mean, variance (A > 0)

p(k) =e "\ /k! E(X)=X Var(X)=2\

e ML applications
— modeling web traffic, system failures
— word counts (in NLP), user interactions (in recommendation systems)

e approximates binomial when n is large & p is small with = np
e sum of independent Poisson variables is Poisson

PDF of poisson CDF of poisson

3
2

........
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Hypergeometric distribution

e model number of successes in n draws without replacement from finite population of
size N containing K successes
e PMF, mean, variance (IV, K € N with N > K)

nK N-—-—K N —n
N N N —1

~ (G _ nK _
p(k) = S B(X) = 7 Var(X) 5
e ML applications

— sampling without replacement, quality control testing
— feature selection validation, A/B testing with finite populations

PDF of hypergeom CDF of hypergeom

. .
. . o . o®
e008ccoccccccesoce 80ccccoccccee 88e8cc0ccscccccccccceltocccccs 00 0000800000000 000880000000000000000°
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Uniform distribution

e model equally likely outcomes over continuous interval [a, b] representing complete
uncertainty within bounded range

e PDF, mean, variance (a,b € R with b > a)
p(@) = 1/(b — a)lwy(z) E(X)=(a+b)/2 Var(X)= (b— a)?/12

e ML applications
— Monte Carlo sampling, generating baseline distributions for hypothesis testing

e maximum entropy distribution for bounded continuous support
e foundation for pseudo-random number generation and inverse transform sampling
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Gaussian distribution

e most important continuous distribution
e model symmetric bell-shaped data arising from many natural processes
e PDF, mean, variance (u € R, o > 0)

1 2 5 2
p(CU) — me_(w_u) /20 E(X) e V&I’(X) == 0'2

e ML applications
— linear regression error terms, NN weight initialization, PCA, noise modeling

e invariant under linear transformations, maximum entropy for given mean and variance

PDF of norm CDF of norm
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Multivaraite Gaussian distribution

e generalize scalar Gaussian to random vector

e PDF, mean, variance (1 € R", X € S"} )
1 1 Ts—1
= TplemtE ) B(X)=p Cov(X) =3

e ML applications
— Gaussian mixture, PCA, Kalman filtering, Gaussian processes, latent variable models

e maximum likelihood estimation having closed-form solution, foundation for many
Bayesian models
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Exponential distribution

e model time between events in Poisson process, representing memoryless waiting times
or lifetimes

e PDF, mean, variance (A > 0)

p(z) = Ae M ooy(z) E(X)=1/\ Var(X)=1/)\°

e ML applications
— system failure times, web session durations, survival analysis

e memoryless property p(X > s+t|X > s) = p(X > t) - only continuous distribution
with this property, minimum of exponentials is exponential

PDF of expon CDF of expon

Core Al Concepts and Modern Architectures - ML Prerequisites - Continuous Random Variables 41



Sunghee Yun Oct 6, 2026

Gamma distribution

e model positive continuous values - generalizing exponential distribution to allow for more
flexible shapes, e.g., for waiting times for multiple events
e PDF, mean, variance («, 3 > 0)
L Ba a—1 —fx . . 2
p(x) = ———z" e "Ijp)(z) E(X)=a/ Var(X)=a/B
['(c)
e ML applications
— survival analysis, queuing theory
e exponential is special case when o = 1, sum of independent exponentials is gamma,
conjugate prior for Poisson and exponential distributions

PDF of gamma CDF of gamma
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Beta distribution

e model probabilities and proportions, defined on [0, 1] with flexible shapes from uniform
to highly skewed

e PDF, mean, variance (o, 8 > 0)

['(c, B) af

p(x) 2 (1—2)" B(X) = (XL‘FB Var(X) =

T T(a)0(B)

e ML applications
— modeling success rates, A/B testing, probability calibration

(a+ B)?(a+ B+ 1)

e uniform is special case when o« = 8 = 1, conjugate prior for Bernoulli & binomial
related to Dirichlet distribution

CDF of beta
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Log-normal distribution

e model positive values where logarithm follows normal distribution, representing
multiplicative processes and heavy-tailed phenomena

e PDF, mean, variance (1 € R, o > 0)
__—(logz—p)?/20° __p+to?)2 _ o 2p+02
p(z) =ce /xoV2nr E(X)=ce Var(X) = (e” —1)e

e ML applications
— modeling income distributions, stock prices, file sizes, network traffic, biological
measurements, computational complexity

e heavy right tail, multiplicative central limit theorem

PDF of lognorm CDF of lognorm
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Chi-square distribution

e model sum of squares of independent standard normal random variables, fundamental
in statistical testing and confidence intervals

e PDF, mean, variance (v € N - degree of freedom)

1
2v/2T (v /2)

p(x) = wy/Q_le_m/QI[O,oo)(:c) E(X)=v Var(X)=2v
e ML applications

— goodness-of-fit testing, feature selection, confidence intervals for variance,
regularization in NN

e special case of gamma distribution, sum of independent chi-squares is chi-square

PDF of chi2 CDF of chi2

0 1
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Student’s i¢-distribution

e model sum of squares of independent standard normal random variables, fundamental
in statistical testing and confidence intervals

e PDF, mean, variance (v > 0 degrees of freedom - almost always positive integer)

(v +1)/2)

p— 1 2 _(V+1)/2
pa) = L)
0 ifvr>1
BE(X) = { undefined otherwise
v/(v—2) ifv>2
Var(X) = 00 ifl <v <2
undefined otherwise

e ML applications

— Bayesian inference, robust regression, confidence intervals with small samples,
uncertainty quantification in DL
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e heavier tails than normal, approaches standard normal as v approaches co, symmetric
around zero, undefined moments for small v

PDF of t CDF of t
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Weibull distribution

e model survival times & failure rates with flexible hazard functions, generalizing
exponential distribution for reliability analysis

e PDF, mean, variance (A, k > 0)
p(a) = (k/N)(@/N) e N 1y (@) B(X) = AT(1 + 1/k)

e ML applications
— survival analysis, reliability engineering, wind speed modeling, NN activation functions,
extreme value theory
e flexible hazard function, minimum of Weibull variables is Weibull

lllllllllllllll
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Cauchy distribution

e model heavy-tailed symmetric data with undefined mean and variance, arising in physics
and robust statistics

e PDF, mean, variance (zg € R, v > 0)
1
Ty (1 + ((x — z0)/7)?)

e ML applications

E(X) = undefined Var(X) = undefined

p(x) =

— robust statistics, modeling outliers, Bayesian inference with heavy-tailed priors, physics
simulations, anomaly detection

e no defined moments, stable distribution, ratio of two independent normals is Cauchy

PDF of cauchy CDF of cauchy
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Laplace distribution

e model symmetric data with heavier tails than normal, representing difference between
two independent exponential variables

e PDF, mean, variance (u € R, b > 0)

1 2
p(z) = exp(—|z — p|/b) E(X)=p Var(X)=2b
e ML applications
— lasso, robust regression, sparse coding, image processing, privacy-preserving ML

e maximum entropy for given mean absolute deviation, related to L1 penalty, robust to
outliers (fundamentally more than normal distribution)

PDF of laplace CDF of laplace

) %
0.0
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Pareto distribution

e model heavy-tailed phenomena following power-law distributions, representing “80-20
rule” and scale-free networks

e PDF, mean, variance (z,, « > 0)

p(z) = axp /"
BE(X) — 0O ifa <1
(X) = { ax,/(a—1) ifa>1
00 if o < 2
Var(X) = { azx® /(a —1)*(a—2) ifa>2

e ML applications

— model wealth distributions, network degree distributions, web page rankings, file sizes,
NLP
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e heavy right tail, scale-free property, finite moments only for sufficiently large «, basis
for power-law distributions

PDF CDF

PDF of pareto CDF of pareto

0.6
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The optimal estimator

e estimation problem

— for two random variables X € R" &Y € R™

— design estimator or predictor g : R — R™ to make g(X) as close as possible to Y
g

e when closeness measured by mean-square-error (MSE), the optimal solution exists

g'(x) = E(Y|X = 2)
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Proof of optimality

E (X)) =g (X)) (¢"(X)-Y) = EE((9(X) - g"(X)) (¢"(X) - YV)|X)
= E((9(X) - 9"(X)" E(¢"(X) = V)|X)
= 0

hence

E|g(X)—-Y|;=E|g(X)—g"(X)+g"(X) - Y3
= E|g(X) - g (X)3+Elg"(X) = Y5+ 2E(g(X) — g"(X)) (¢"(X) = Y)
= E|g(X)—g" (X)) +Elg"(X) - Y|
> Elg"(X)-Y|;
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Regression

® in most cases, not possible to obtain g* (unless, e.g., full knowledge of join PDF)

® regression problem

— given data set D = {(x1,y1),...,(xNn,yn)} C R" X R™

— find g : R" — R"" to make g(X) as close as possible to Y

® given certain regression method, regressor depends on dataset D

g(+; D)
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Bias & variance

assuming D is random variable for dataset D

e estimation MSE is

. . 2
B _llg(X:D) - Y|

. . _ ) 2 . X 2
= Elg(X;D) —Eg(Xs D) +ENEg(X;D) — g (X))l +

Y} \ J

Oct 6, 2026

E |lg"(X) — Y|?
X,Yllg( ) 15

\ J/

g e N
variance bias noise
2 2
= E X;D)—Eqg(X;D)||ls+ E ||[Eg(X;D) —Y
Ee(XsD) = Eg(XsD)ll;+ B I Eg(X;D) — Y
\ J/ \ J/
ne G
variance bias + noise
e bias & variance
— bias measures how good model is in average
— variance measures how much model varies depending on dataset it is trained on
® noise cannot be reduced even with the optimal predictor
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Model choice & hyperparameter optimization

e want to choose model or modeling method to make both bias & variance low
— (too) complex models have low bias, but high variance
— (too) simple models have low variance, but high bias

e usually solved by hyperparameter optimization

— sometimes called hyperparameter tuning

1 - cio
1 otal error
Underfitting —» !

N HighBias Low Bias
| «— Overfitting Low Variance High Variance

Optimum Model Complexity

Error

Model Complexity I ' \ I l \
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MLE

e maximum likelihood estimation (MLE)
— assume parameterized distribution of X € R" by 6 € © - p(x;0)

— find 8 maximizing likelihood function

N
1=1

e MLE solution
N

éMLE — argmax H p(ﬂﬁz‘; 9)
0co 7

Llay.oa, .o a0 @)

Tm”r,

i
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MAP estimation

e maximum a posteriori (MAP) estimation

— assume prior knowledge of 6 - p(0)
assume parameterized distribution of X € R" by 6 - p(x|60)

find @ maximizing posteriori probability

p(9|$1, . .,QZN)

— Bayes' theorem implies p(0|x1,...,zN) x p(0) Hf\;l p(x;|0)

e MAP solution

N
Onap = ar%rréaxp(e) Hp($z|9)
S

1=1
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Bayesian inference

e both MLE & MAP estimation are point estimations

e Bayesian inference

— updates prior distribution by replacing it with posterior distribution
e conjugate prior

— if prior can be further parameterized by hyperparameter o« and posterior is in same
probability distribution family, both prior and posterior called conjugate distributions,
prior called conjugate prior

p(0; o)

— in this case, can update hyperparameter o, i.e., find o™ such that

_ p(G ) TTL, p(ail6; )
p(z1,...,oN; @)
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Bayesian algorithms & methods

e exact inference methods
— conjugate priors - e.g., Beta-Binomial, Normal-Normal, etc.

e Markov Chain Monte Carlo (MCMC)
— Metropolis-Hastings algorithm, Gibbs sampling, Hamiltonian Monte Carlo (HMC)

e variational inference (VI)
— mean field variational Bayes - assuming parameter independence for tractability
— structured variational inference - maintaining dependencies & inference tractability
— variational autoencoder (VAE) - NN-based VI for complex distributions

Importance sampling with MCMC with adaptive
a (bad) proposal Q(x) proposal Q(x'|x)
P(x) P(x)
Q(x) Q) Q(x3[x?) Q(X‘PI@)

1-layer 5-layers
Mean-field introduces error Mean-field nearlv fits
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Pros & cons of Bayesian inference

® pros
— principled uncertainty quantification - providing complete probability distributions
— incorporates prior knowledge - allowing to formally include domain expertise, etc.
— coherent framework - providing mathematically consistent approach
— natural sequential learning - easily handles streaming data or online learning scenarios
— interpretable results - outputs directly interpretable as probabilities

® cons

— computational complexity - often requiring sophisticated sampling methods
— prior sensitivity, scalability issues, implementation difficulty, slower inference, model
selection challenges

Likelihood Prior : Produetion enmor

Posterior : ~ .
/ Posteriar .'II l'-, Likelshood
: i

p(data | 8) - p(6) A

p(e ’ data) . Uncertamty Iy H "'“-.._ i I:'::'"-—;—;'- Mg
p(data) SN N ".'\
Normalization I'Z:\.:l;':.'lul.ll.-'l Eatimate  Kealiny
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Machine learning

e ML

— subfield of computer science that

“gives computers the ability to learn without being explicitly programmed.”
- Arthur Samuel (1959)

not magic, still less intelligent than humans for many cases

numerically minimizes certain (mathematical) loss function to (indirectly) solve some
statistically meaningful problems

What How

Who
q..b Machine learning is the
= subfield of computer
FE?___ science that gives “computers

ST the ability to learn without

being explicitly programmed.”
Computer Ability to learn

Without being
(science)

explicitly
programmed

Arthur Samuel
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Two famous quotes and one non-famous quote

e Albert Einstein

The grand aim of all science is to cover the greatest number of empirical facts by
logical deduction from the smallest possible number of hypotheses or axioms.

e Alfred North Whitehead

Civilization advances by extending the number of important operations which we
can perform without thinking about them. - Operations of thought are like cavalry
charges in a battle — they are strictly limited in number, they require fresh horses,
and must only be made at decisive moments.

® Demis Hassabis

... biology can be thought of as information processing system, albeit
extraordinarily complex and dynamic one ... just as mathematics turned out
to be the right description language for physics, biology may turn out to be the
perfect type of regime for the application of Al!
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e most basic and widely used type of ML

Oct 6, 2026

Supervised learning

e model is trained on dataset where correct output or “label” is provided for each input

® UuUSe€ Cases

— image classification, object detection, semantic segmentation
— natural language processing (NLP) - text classification, sentiment analysis

— predictive modeling, medical diagnosis

e algorithms

— linear regression, logistic regression, decision trees, random forest
— support vector machine (SVM), k-nearest neighbors (kNN)

Training phase

Labeled data

BN ¢
dey dey bkl

. label | ——
Bl & &
cat <at e

Supervised learning

Test phase

Trained Model

-

’:“.oo

Prediction

What a support vector machine does—in brief

Data points Hyper plane
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Unsupervised learning

e model is given dataset without any labels or output

e model finds patterns & structure within data on its own

® use cases
— clustering, dimensionality reduction
— anomaly detection, generative models

e algorithms
— k-means clutering, hierarchical clustering, principal component analysis (PCA)
— t-distributed stochastic neighbor embedding (t-SNE)

O
o
° O ...
o ® %
o ® = | Unsupervised Learning | —= |

e
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Reinforcement learning

e (quite different from supervised & unsupervised learnings)
e model learns from consequences of its actions

— model receives feedback on its performance; feedback called reward

— uses that information to adjust its actions and improve its performance over time
® use cases

— robotics, game playing, autonomous vehicles, industrial control

— healthcare, finance

e algorithms
— Q-learning, SARSA, DQN, A3C, policy gradient

Environment

reward

O\
< f

2 N
slipping running

l action |

&

state

reward
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Loss minimization

e assume data set {(zV, yV), ..., (&™), y"™)} with () € R", y() € R?

® loss minimization is to solve
minimize -+ Y7 L(y?, f(z'V;0))

where optimization variable is 8 € R”, f : R" x RP — RY is model function &
[ : RT x R?” — Ry is loss function

— find model with smallest modeling error

e loss function examples

— Eucleadina norm (2-norm) - ||y — 9|5
— 1-norm - ||y — 9||1
— soft-max - y” exp(9) /17 exp()
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Statistical problem formulation

e assume data set X,,, = {zV, ..., 2™}
— drawn independently from (true, but unknown) data generating distribution pgata ()

e maximum likelihood estimation (MLE) is to solve
maximize  Pmodel(X;0) =[], Pmodel(zV; )

where optimization variable is 6

— find most plausible or likely model that fits data

e equivalent (but more numerically tractable) formulation

maximize log pmodel(X; 9) — Z?;l log pmodel(x(i); 9)
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MLE & KL divergence

e in information theory, Kullback-Leibler (KL) divergence defines distance between two
probability distributions p & ¢

= = xI) lo @ x
Diw(plla) = E, loap(X)/a(X) = [ p(a)logZ 5 d

e KL divergence between data distribution pg.ta & model distribution pyod4e1 can be
approximated by Monte Carlo method as

1 & ) 1
Dxct.(pasta|Pmoaci(0)) = — > (108 Paata (") — 10g Pmoaai(x"”; 0))
=1

where (" are drawn (of course) according to pdata

e hence minimizing KL divergence is equivalent to solving MLE problem!
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Equivalence of MLE to MSE

e assume model is Gaussian, i.e., y ~ N (go(x),X) (go(x) € R?, £ € §1 )

1
c
Vor |S|1/?

p(yl:6) = b (—5 W = 90(@)" =7 (0 = 0(a)))

e assuming that > = o, log-likelihood becomes
> logp(x",y";0) = logp(y"|z"; 0)p(a")
1=1 i=1

— 0 i pm — i
= =D Iy = go(=")3/20 — =~ log(2ma) + > _logp(z)
1=1

=1

e hence minimizing mean-square-error (MSE) is equivalent to solving MLE problem!
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Numerical optimization problem formulation

e (true) problem to solve
minimize El(gy(X),Y)

— Iimpossible to solve

e loss minimize formulation - surrogate problem to solve
minimize  f(0) = % S l(gg(ac(i)), y(i))
e formulation with regularization
minimize f(0) = % S [(go(z), y) + vr(0)
e stochastic gradient descent (SGD)

okl — gk _ aka(Qk)
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Deep learning (DL)

e machine learning using artificial neural networks with multiple layers for
— automatically learning hierarchical representations of data

e key components
— deep neural networks, hidden layers, backpropagation, activation functions
— hierarchical feature learning, representation learning, end-to-end learning

e key breakthroughs enabling DL
— massively available data, GPU computing, algorithmic advances

Deep Neural Network

input layer hidden layer 1 hidden layer 2 hidden layer 3
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Convolutional neural network (CNN)

e specialized DL learning architecture designed for
— processing grid-like data such as images
— where spatial relationships between pixels matter
e key components
— convolutional layers, pooling layers, activation functions,

e how it works

fully connected layers

— feature extraction, translation invariance, parameter sharing

e why it excels
— local connectivity, hierarchical learning

INPUT CONVOLUTION + RELU POOLING CONVOLUTION + RELU POOLING FLATTEN

— CAR
— TRUCK
— VAN

|j |:| — BICYCLE

FULLY
CONNECTED BOFTMAX

%

FEATURE LEARNING
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Recurrent neural network (RNN)

e neural network designed for
— processing sequential data by maintaining memory of previous inputs

e key components
— hidden states, recurrent connections, input/output layers, weight sharing

e how it works
— sequential processing, memory mechanism, temporal dependencies

e why it excels
— variable length input, context awareness, flexible architecture

e variants - long short-term memory (LSTM), gated recurrent unit (GRU)
Unfold
W
@IJ = - u ok

lu TU lu

@@@
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Notations

p / q - dimension of input / output spaces

[ : RT X RY” — Ry - loss function

d - depth of neural network

n; (1 < i < d) - number of perceptrons in ith layer

2ll € R™ - input to ith layer

oll € R™ - output of ith layer

Wil € R™*mi—1 _ weights of connections between (i — 1)th and sth layer
wll € R™*™i—1 _ bias weights of ith layer

Sl . R™ — R™i - activation functions of ith layer
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Basic unit & activation function

e basic unit

activation
functon

X @ net input

9
activation

transfer
function

0.
”ri'i J
threshold

e activation function

— ”;”.a'] - .+ . flx)
/ E l

— tanh () —_— iarrtam(% r

2 x
fgd(Tx [—
sed(x) L+
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Neural net equations

e modeling function for the (deep) neural network gg : R® — RY

a0 = o il oo ol o))

or equivalently

go(x) = ol (I (e (w1 (@)

e for ¢th layer
— output via (componentwise) activation function

ot = ¢l & of = 07(z") (1 <5 <)
— input via affine transformation ! : R%i-1 — R™

Al (ol1y gl 1l g

Core Al Concepts and Modern Architectures - ML Basics - Training DNN using SGD

Oct 6, 2026

84



Sunghee Yun Oct 6, 2026
Stochastic gradient descent

e ML training tries to minimize some loss function - f(6) depends on (not only 6, but
also) batch of data (', yV), ... (™), y(™)

minimize  f(0)

e while exist hundreds of optimization methods solving this problem
— the only method used widely is stochastic gradient descent!

e (stochastic) gradient descent
okl — gk _ akvf(ek)
e backpropagation is used to evaluate this (stochastic) gradient using chain rule

batch stochastic mini-batch
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Chain rule

® suppose
— two functions f : R - R™ & g : R — R
— Jacobianof f - Df : R® — R™*"
— gradient of g - Vg : R — R™

e gradient of composite function h = g o f

Vh(0) = Df(@)TVg(f(Q)) € R" (using matrix-vector multiplication)

in other words

(,;;h(@) - Z a{;fj(e)ng(f(e)) (scalar version)
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Loss function & its gradient

e assume cost function of deep neural network is
R OCNNCNEER -
F0) =—2 Uge(x™),y™) = —>  fu(6)
gy m

where

££(0) = 1(ga(z™), y ™)

e gradient is

mVef(0) = Vol(ga(z™),y™) =" Vo fi(0)
k=1 k=1

— i.e., evaluate gradient Vy fi(6) for each data point (ac(k), y(k))
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Hidden layers

(¢ — 1)th hidden layer

Zgi_l] ‘ 0[1i_1] Wl
Wi

1] oli—1] 31 Wi —

: : Wi Wi wli
z:[f_l] 0:[;_1] - W2,4

'W3Z3

| | Wi

zé[f_l] 05—1]

Core Al Concepts and Modern Architectures - ML Basics - Training DNN using SGD

tth hidden layer

Oct 6, 2026

88



Sunghee Yun

Oct 6, 2026

Backpropagation formula using chain rule

e for each data (z®, y*)
— via activation function

1/ ) .
where ¢£.Z] (ogl]) is derivative of activation function qb?] evaluated at o;

0 fr(0) = 0

zj[.i] 0o

—fr(0)¢} (o)) for1<j<m, (1)

J

]

— via affine transformation

0

[4]
7,

0

Wl

0
[i—1]
ﬁol

0
fu(0) = o?‘l]ﬁfkw) for 1 <j<mi&l1<I<mii (2)
J
0 .
fx(0) = fe(0) forl <j <mn; (3)
(9zj
Fu(0) = Eni:W[i]af(Q)f 1<1<n, 4
k — il g i k orl>t>mni—1 (4)
j=1 j
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Backpropagation formula using matrix-vector multiplication

e for each data (z'®, y(*))
— via activation function
Vi £x(0) = DOV i £1(6) (5)

where D¢l = diag(gb[f]/(o[f]), Cee gb%]zl(o?[;]z)) is Jacobian of ¢!/ evaluated at ol

— via affine transformation

_ i—1" - prixni_i
Voafe@) =V fi(f)o € R (6)
Vo afe(0) =V _gf(0) € R™ (7)
iT n;
vo[i—l]fk:(g) = wl Vz[i]fk(e) € R (8)
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Backpropagation formula using Python numpy package

e for each data (:U(k), y(k))

— via activation function
grad_z = phi_dir * grad_o (9)

where grad_z, phi_dir, grad_o are 1d numpy.ndarray of size n;

— via affine transformation

grad_W = numpy.dot(grad_z, val_o.T) (10)
grad_w = grad_z.copy() (11)
grad_o_prev = numpy.dot(grad_z, W) (12)

where val_o, grad_w are 1ld numpy.ndarray of size m;, grad_o_prev is 1d
numpy .ndarray of size n;_1, grad_W is 2d numpy .ndarray of shape (n;, n;_1)
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Gradient evaluation using backpropagation

e forward propagation - evaluate for each (ZB(k), y(k))

go(a™) = (M- (M ([ (M)

® backpropagation - evaluate partial derivatives backward
— evaluate gradient with respect to output of output layer ol¥ = gy(z*)

V afr(0) = Yy l(ge(z™), y™)

— evaluate gradient with respect to input from that with respect to output using (1),
or equivalently, using (5) i.e., evaluate V_; fx(0) from V 1 f1(0)

— evaluate gradient with respect to weights, bias, and intput of previous layer using
(3), (4), & (2) or equivalently, using (7), (8), & (6) i.e., evaluate V p; fi(6),
Vw[i] fk(G) & vo[i—l]fk:(9> from VZ[Z-] fk(e)

— repeat back to input layer to evaluate all

Vo fe(0), V. 1 fe(0), ..o, Vi@ frk(0), Va4 fx(6)
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ML in practice

e define business problem - business objective, success metrics, establish baselines (early)
e data collection - data cleaning, validation & exploratory data analysis (EDA)

e feature engineering - based on domain expertise

e train/validation/test split - stratified sampling, chronological splits for time-series

e model selection or/and hyperparameter optimization

e monitoring, retraining & notification

e start simple, iterative fast (fail fast!), validate business impact - e.g., A/B test

/\ Machine
. . o Resource
Validation Training Data Managment
Data Collecting Data Verification
Monitoring g
Feature Generation
Serving
r o Infrastructure
/\ Configuration
Test Data
A Model Predictions Model Training
1
\ Feature Extraction
\ Process Managment
\

= --~ Application
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History of language models

e bag of words - first introduced — 1954
e word embedding — 1980
e RNN based models - conceptualized by David Rumelhart — 1986
e LSTM (based on RNN) — 1997
e 380M-sized seq2seq model using LSTMs proposed — 2014
e 130M-sized seq2seq model using gated recurrent units (GRUs) - 2014
e Transformer - Attention is All You Need - A. Vaswani et al. @ Google — 2017

— 100M-sized encoder-decoder multi-head attention model for machine translation
— non-recurrent architecture, handle arbitrarily long dependencies

— parallelizable, simple (linear-mapping-based) attention model
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Recent advances in speech & language processing

: : : : : ‘ GPT  GPT
‘ ‘ Transformer  GPT ' GPT-3 } L -4 '-40
o f & . ee o o o 00 O
attentipn- ! ! . BERT | Google, ! Instruct | Speech |
ED: : : : 15 : "GPT ! GPT
:\/VordZVec: ‘ ‘ ‘ ‘ ‘ I \
® : : : : : 0@
‘ ‘ ‘ ‘ ‘ ‘ . Wav2Vec
‘ 2.0
2012 2014 2016 2018 2020 2022 2024

- LAS: listen, attend, and spell, ED: encoder-decoder, DOS: decoder-only structure
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Types of language models

Oct 6, 2026

e many of language models have common requirements - language representation learning

e can be learned via pre-tranining high performing model and fine-tuning/transfer
learning/domain adaptation

e this high performing model learning essential language representation is (lanauge)

foundation model
— actually, same for other types of learning, e.g., CV

voice recognition

NL generation

summarization

spelling correction

action planning

voice synthesis

translation

topic model

topic model

Q&A

NLU
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NLP market size

global NLP market size estimated at USD

16.08B in 2022, is expected to hit USD
413.11B by 2032 - CAGR of 38.4%

in 2022

north america NLP market size valued at
USD 8.2B

high tech and telecom segment accounted
revenue share of over 23.1%

healthcare segment held a 10% market share

(by component) solution segment hit 76%
revenue share

(deployment mode) on-premise segment
generated 56% revenue share
(organizational size) large-scale segment
contributed highest market share

- source - Precedence Research
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Sequence-to-sequence (seq2seq) model

® seq2seq - take sequences as inputs and spit out sequences

® encoder-decoder architecture

ella es hermosa
input sequence encoder ; decoder output sequence
she is beautiful

— encoder & decoder can be RNN-type models
— h € R" - hidden state - fixed length vector

e (try to) condense and store information of input sequence (losslessly) in (fixed-length)
hidden states
— finite hidden state - not flexible enough, 7.e., cannot handle arbitrarily large information
— memory loss for long sequences
- LSTM was promising fix, but with (inevitable) limits
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RNN-type encoder-decoder architecture
e components
— embedding layer - convert input tokens to
vector representations
— RNN layers - process sequential information _ _ _ _
beddi b) | i~ 72 ’3 N
— unembedding (unemb) layer - convert vectors ) ) ) )
back to vocabulary Space softmax softmax softmax softmax
— softmax - produce probability distribution over I I 1 I
Vocabu|ary unemb unemb unemb unemb
e RNN can be basic RNN, LSTM, GRU, other | — : : :
o _ RNN > RNN ~ RNN >~ RNN (—
specialized architecture ' i i i
encoder embed embed embed embed
hq ho h3 hy hs, t— X X
¢ ¢ 4 4 t
RNN  RNN [~ RNN RNN RNN decoder
} t } } t
embed embed embed embed embed
4 ¢ 4 4 4
T ) T3 Ty s
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Shared encoder-decoder model

e single neural network structure can handle both encoding & decoding tasks
— efficient architecture reducing model complexity
— allow for better parameter sharing across tasks
e widely used in modern LLMs to process & generate text sequences
— applications - machine translation, text summarization, question answering
e advantages

— efficient use of parameters, versatile for multiple NLP tasks

<hared ella es hermosa

input sequence output sequence
] ) encoder-decoder
she is beautiful

Core Al Concepts and Modern Architectures - LLM - Sequence-to-Sequence Models

Oct 6, 2026

105



Large Language Models



Sunghee Yun

LLM

o LLM

type of Al aimed for NLP trained on massive corpus of texts
& programming code

allow learn statistical relationships between words & phrases,
t.e., conditional probabilities

amazing performance shocked everyone - unreasonable
effectiveness of data (Halevry et al., 2009)

e applications

conversational Al agent / virtual assistant

machine translation / text summarization / content creation
/ sentiment analysis / question answering

code generation
market research / legal service / insurance policy / triange

hiring candidates

virtually infinite # of applications

Core Al Concepts and Modern Architectures - LLM - Large Language Models
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e Foundation Models

LLMs

— GPT-x/Chat-GPT - OpenAl, Llama-x - Meta,

PaLM-x (Bard) - Google

® # parameters

— generative pre-trained transfomer (GPT) - GPT-
1: 117M, GPT-2: 1.5B, GPT-3: 175B, GPT-4:

100T, GPT-40: 200B

— large language model Meta Al (Llama) - Llamal:

65B, Llama2: 70B, Llama3: 70B

— scaling language modeling with pathways (PaLM)

- 540B

e burns lots of cash on GPUs!

e applicable to many NLP & genAl applications

Oct 6, 2026
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LLM building blocks

e data - trained on massive datasets of text & code
— quality & size critical on performance

e architecture - GPT/Llama/Mistral
— can make huge difference

e training - self-supervised /supervised learning

e inference - generates outputs
— in-context learning, prompt engineering

goal and scope of LLM project
®

in-context learning (prompt engineering)

train

retrieval-augmented generation (RAG) - vector DB

model refinement

EDA & model selection

(multimodal) downstream apps
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LLM architectural secret (or known) sauce

Transformer - simple parallelizable attention mechanism

A. Vaswani, et al. Attention is All You Need, 2017
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Transformer architecture

e encoding-decoding architecture
— input embedding space — multi-head & mult-layer
representation space — output embedding space

Oct 6, 2026

Qutput
Probabilities

e additive positional encoding - information regarding order of
words @ input embedding Feed
Farward
e multi-layer and multi-head attention followed by addition / ) | | EEemI
Add & Norm -
. . PMulti-H
normalization & feed forward (FF) layers == Ul Head
Forward T 7 M
e (relatively simple) attentions — '—%‘
. ) ) N R Add &rNDrm —,
— single-head (scaled dot-product) / multi-head attention . Masked
. . ulti-| Multi-Head
— self attention / encoder-decoder attention Adtention Attention
— masked attention —— ) | T /)
. Positional D Positional
e benefits Encoding & Encading
. . . . I Qutput
— evaluate dependencies between arbitrarily distant words e Embedding
— has recurrent nature w/o recurrent architecture — | |
H T4 ; : Inputs Outputs
parallelizable — fast w/ additional cost in computation fehiie) right
112
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Single-head scaled dot-product attention

- values/keys/queries denote value/key/query vectors, dj. & d, are lengths of keys/queries & vectors

- we use standard notions for matrices and vectors - not transposed version that (almost) all ML scientists

(wrongly) use

e output: weighted-average of values where weights are attentions among tokens

e assume n queries and m key-value pairs

Q 6 deXn’K E deXm’ V E RdUXm
e attention! outputs n values (since we have n queries)

Attention(Q, K, V) = Vsoftmax (KTQ / \/dk> e Rwxn

® much simpler attention mechanism than previous work

— attention weights were output of complicated non-linear NN
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Single-head - close look at equations

e focus on ith query, ¢; € R%, Q = [ — q — } c R*n

e assume m keys and m values, k1, ..., kn € R% & vy, ..., v, € R
K:[k‘l km]Edexm,V:[’Ul vm}eRdem

e then

K'Q/vde=| — qu@-'/w_k —~

e.g., dependency between ith output token and jth input token is
a;; = exp (k;‘-ﬁqz‘/\/ dk) /Z exp (k;ﬁqz‘/\/ dk)
j=1

e value obtained by ith query, ¢; in Attention(Q, K, V)

a; 11 + -+ + QimUm

Core Al Concepts and Modern Architectures - LLM - Transformer
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Multi-head attention

e evaluate h single-head attentions (in parallel)

e d.: dimension for embeddings T
e embeddings WO
X c RdeXm, Y c RdeXm’ A c RdeX’I’L
concat
e.g., m: input sequence length & m: output sequence FI7]

length in machine translation |

° h k . . . K Q dede
ey/query/value weight matrices: W;>, W~ € R ,
WiVERdUXde (’1,:1,,h) T | I | . |

e linear output layers: WO ¢ R xhdv T i T

e multi-head attention!

1 7 1
A1 f f f
@) ) de Xn
44 | R X Y Z
Ap,

A; = Attention(W?Z, Wy, w)” X) e R%*"
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Self attention

e m=n
® encoder

— keys & values & queries (K, V, Q) come from same place
(from previous layer)

— every token attends to every other token in input sequence

e decoder

— keys & values & queries (K, V, Q) come from same place
(from previous layer)

— every token attends to other tokens up to that position

— prevent leftward information flow to right to preserve
causality

— assign —oo for illegal connections in softmax (masking)

Core Al Concepts and Modern Architectures - LLM - Transformer
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Encoder-decoder attention

e m: length of input sequence

e n: length of output sequence

_ _ (i & Norm )
e 1 queries (QQ) come from previous decoder layer T
Attention

e m keys / m values (K, V') come from output of encoder

e every token in output sequence attends to every token in input
sequence
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Visualization of self attentions

example sentence
“It is in this spirit that a majority of American governments have

passed new laws since 2009 making the registration or voting
process more difficult.”

e self attention of encoder (of a layer)
— right figure
- show dependencies between “making” and other words

- different columns of colors represent different heads

— “making” has strong dependency to “2009", “more”, and
“difficult”

Core Al Concepts and Modern Architectures - LLM - Transformer

is is
in in
this this
spirit spirit
that that
a a
majority majority
of of
American American
governments governments
have have
passed passed
new new
laws laws
since since
2009 2009
making making
the the
registration registration
or or
voting voting
process process
more more
B |ifficult difficult
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Visualization of multi-head self attentions

e self attentions of encoder for two heads (of a
layer)

Core

different heads represent different structures
— advantages of multiple heads

multiple heads work together to colletively
yield good results

dependencies not have absolute meanings
(like embeddings in collaborative filtering)

randomness in resulting dependencies exists
due to stochastic nature of ML training

Al Concepts and Modern Architectures - LLM - Transformer
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Visualization of encoder-decoder attentions

e machine translation: English — French

— input sentence: “The agreement on the
European Economic Area was signed in
August 1992."

agreement
European
Economic
Area

was

signed
August
1992
<end>

v
N =
=

on
the
in

accord
sur — output sentence: “L' accord sur la zone
économique européenne a été signé en aolit

1992."

la

zone
économique
européenne
a

été

signé

en

e encoder-decoder attention reveals relevance
between

i — European <> européenne
aout

1992 — Economic <+ européconomique

<end>

— Area < zone

Core Al Concepts and Modern Architectures - LLM - Transformer 120



Sunghee Yun Oct 6, 2026

Model complexity

e computational complexity

— n: sequence length, d: embedding dimension
— complexity per layer - self-attention: O(nQd), recurrent: O(1)
— sequential operations - self-attention: O(1), recurrent: O(n)

— maximum path length - self-attention: O(1), recurrent: O(n)

® massive parallel processing, long context windows
—— makes NVidia more competitive, hence profitable!

—— makes SK Hynix prevail HBM market!
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Bidirectional encoder representations from transformers (BERT)

e Bidirectional Encoder Representations from Transformers [DCLT19]

e pre-train deep bidirectional representations from unlabeled text

e fine-tunable for multiple purposes

Oct 6, 2026

input [cls] my dog is cute | |[sep] she likes | playing |[sep]

token embeddings  Flcls|] |Emy| Fdog | Fis| Fcute Flsep] [Eshe| Flikesplaying[sep
+ + + + + + + + + +

segment embeddings |E 4| |(Ea| |Ea| |Ea| (EaA| (Ea| Ep| |Ep| |Ep| |EB
+ + + + + + + + + +

poistional embeddings Eo| |E1| |Eo| |E3| |E4| |E5| |Eg| |E7| | Eg| | Eg
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Three families of Transformer-based models

e encoder-only - bidirectional self-attention, masked language modeling objective
— BERT, RoBERTa, DeBERTa; modern embedding models (E5, BGE, etc.)
— use - classification, sentence embeddings for retrieval / RAG / vector DB
® cncoder-decoder - bidirectional encoder + causal decoder + cross-attention, seq2seq
objective
— original Transformer (2017), T5, BART, Flan-T5
— use - machine translation, summarization
e decoder-only - causal (masked) self-attention only, next-token prediction objective
— GPT-1/2/3/4, Llama, Mistral, Qwen, DeepSeek, Claude, Gemini
— use - generation, in-context learning, chat, coding, agents
e virtually every frontier generative LLM today is decoder-only
— encoder-only did not die - became embedding models behind RAG
— encoder-decoder squeezed out at the frontier
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Decoder-only Transformer - GPT

e generative pre-trained Transformer (GPT) - Radford et al. @ OpenAl, 2018
— Improving Language Understanding by Generative Pre-Training
e take decoder stack of original Transformer & drop encoder-decoder (cross) attention

— no encoder — nothing to cross-attend to
— what remains per layer - masked self-attention + feed-forward (4 residual &
normalization)
e what makes it “decoder” is causal mask, not cross-attention
— token 7 attends only to tokens < ¢ - —oo for future positions in softmax
— causal system (vs. non-causal, bidirectional encoder)

e training - next-token prediction over entire sequence in one parallel pass (teacher forcing)
maximize > . log p(x¢|x1, ..., x¢—1;0)

e inference - autoregressive, one token at a time, each output fed back as input

e recipe unchanged from GPT-1 (117M) to GPT-4-class models - same architecture,
103-10% x more parameters & data
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Decoder-only LLM timeline

e GPT-1- 117M, pre-train then fine-tune per task — 2018
e GPT-2 - 1.5B, zero-shot task transfer, “too dangerous to release” — 2019
e GPT-3 - 175B, in-context learning / few-shot emerges — 2020
e InstructGPT - RLHF makes model follow instructions — 2022
e ChatGPT - 100M users in 2 months — Nov 2022
e GPT-4, Llama (open weights), Claude, Mistral, Gemini — 2023
e Llama 3, GPT-40, Claude 3.5, Qwen 2, mixture-of-experts goes mainstream — 2024
e 0l / DeepSeek-R1 - reasoning via RL, test-time compute — 2024-2025
e agentic models - tool use, long-horizon tasks, computer use — 2025

- every single one of them is decoder-only
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Why decoder-only won

® one objective, one stream
— “understanding” prompt & “generating” answer are same operation - prompt is just
prefix
— no design decision on what goes into encoder vs. decoder
e scales with raw data
— every token in corpus is training signal - no paired data, no span corruption

e in-context learning & few-shot ability emerged in this family (GPT-3) - everything since
compounded on it

e efficient autoregressive inference via KV cache

— keys & values of past tokens stored once; each new token attends to cache
— quadratic cost paid incrementally - (this is what fills HBM!)

e engineering simplicity - uniform identical blocks — tensor / pipeline parallelism

® encoder-decoder was right when translation was standalone supervised task; decoder-only
won once translation became one of thousand things language model does
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Machine translation without encoder

® seq2seq via decoder-only - source sentence is prefix
— translate to Spanish: she is beautiful — ella es hermosa
e generating target token - causal self-attention sees all source tokens to its left
— K, V from same stack as () - cross-attention becomes sub-block of same attention
matrix
— alignment (European <> européenne) still emerges
e what is given up - bidirectional context within source at lower layers
— depth compensates - later layers already encode earlier source positions

e why it became better, not merely adequate

— NMT trained on paired sentences - scarce for most language pairs

— LLM trained on everything - both languages & the concept in shared representation
space

— translation = side effect of multilingual language modeling - meaning re-expressed,
not phrases aligned
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Modern decoder block - 2017 vs. today

e mechanism unchanged - causal scaled dot-product attention 4 FFN, residual,
normalization

e what changed - Llama-style block is de facto standard

pre-norm RMSNorm (not post-norm LayerNorm) - stability at depth

rotary positional embedding (RoPE) (not additive sinusoidal) - relative position,
long-context extrapolation

SwiGLU feed-forward (not RelLU)

grouped- /multi-query attention (GQA/MQA) - shrink KV cache

mixture-of-experts (MoE) FFN - sparse activation (Mixtral, DeepSeek-V3)

context window 512 — 128K-1M+ tokens - FlashAttention, sliding window

e beyond architecture - what actually makes model useful

pre-training — SFT — RLHF / RLAIF / DPO / reasoning via RL on verifiable
rewards (0l, DeepSeek-R1)

— tool use, long context, multimodality - inputs change, decoder does not
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Challenges in LLMs

e hallucination - can give entirely plausible outcome that is false

e data poison attack

e unethical or illegal content generation
e huge resource necessary for both training & inference
e model size - need compact models

e outdated knowledge - can be couple of years old

e lack of reproducibility

® biases - more on this later . . .
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Multimodal learning

e understand information from multiple modalities, e.g., text, images, audio, video

® representation learning methods
— combine multiple representations or learn multimodal representations simultaneously

e applications
— images from text prompt, videos with narration, musics with lyrics
e collaboration among different modalities
— understand image world (open system) using language (closed system)

Multimodal Al

Modalities ® (Q ﬁ

Data type

Data (ITTT]

structure : \:|:|:|:|
LI 1]

i SoluLab
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Implications of success of LLMs

® many researchers change gears towards LLM
— from computer vision (CV), speech, music, video, even reinforcement learning
e LLM is not only about NLP ... humans have . ..
- evolved to optimize natural language structures for eons
- handed down knowledge using this natural languages for thousands of years
— internal structure (or equivalently, representation) of natural languages optimized via
thousands of generation by evolution

e LLM connects non-linguistic world (open system) via natural languages (closed system)

images imand Videos via

laingugees

ANSWERS
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Multimodal Al (mmAl)

e mmAIl - systems processing & integrating data from multiple sources & modalities, to
generate unified response / decision

e 1990s — 2000s - early systems - initial research combining basic text & image data

e 2010s - CNNs & RNNs enabling more sophisticated handling of multimodality

e 2020s - modern multimodal models - Transformer-based architectures handling complex
multi-source data at highly advanced level

e mmAIl mimics human cognitive ability to interpret and integrate information from various
sources, leading to holistic decision-making
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mmAIl Technology

® core components

— data preprocessing - images, text, audio & video

— architectures - unified Transformer-based (e.g., ViT) & cross-attention mechanisms /
hybrid architectures (e.g., CNNs + LLMs)

— integration layers - fusion methods for combining data representations from different
modalities
e technical challenges

— data alignment - accurate alignment of multimodal data
— computational demand - high-resource requirements for training and inferencing
— diverse data quality - manage variations in data quality across modalities

e advancements

— multimodal embeddings - shared feature spaces interaction between modalities
— self-supervised learning - leverage unlabeled data to learn representations across
modalities
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Al agents powered by multimodal LLMs

e foundation

— integrate multimodal Al capabilities for enhanced interaction & decision-making

® components

— perceive environment through multiple modalities (visual, audio, text), process using
LLM technology, generate contextual responses & take actions

e capabilities

— understand complex environments,

reason across modalities, engage in natural

interactions, adapt behavior based on context & feedback
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What makes Al “Agentic”?

e old Al responds to prompt; agentic Al pursues goal
e core loop
— perceive — plan — (reason) — act — observe — repeat
e four traits - autonomy, tool use, memory/state, long-horizon planning
e enablers
— tool /function calling, retrieval, code execution, multi-agent orchestration

e shift - “answer my question” — “accomplish my objective”

Ry e ey U ALkt How Do Agentic Workflows Work?

Continuous Workflow for Intelligent Agents

o o
1P B
@ - ~ Agentic Workflow
7 1\ = Resuit not ok
N o
=D 2 reson
observe environment analyze and plan Execute actions @ Reflecton
i i i User quer Make plan ; SF,
and gather information next actions query P with tools S
Planning Tool Use Reflection
/J]I i i @ = qé =
APIs  Databases
\
4) LEARN 3) ACT m Response Result ok
‘ l </>
evaluate results execute actions i
and adapt using tools 1y Web Code
Search Execution
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Cutting-edge Al agent tools - open source

e OpenClaw (Peter Steinberger) - open-source, runs locally, connects LLMs to real software
— reads/writes files, runs shell commands, browses web, sends email, controls APIs
— 350k+ GitHub stars (by May 2026) — most-starred GitHub software project
— skill-based architecture - SKILL.md folders, shareable on ClawHub
— works through chat apps - Slack, Telegram, WhatsApp, Discord, iMessage, etc.
— model-agnostic - Claude, GPT, Gemini, or local via Ollama

e NVIDIA NemoClaw - security/privacy layer on top of OpenClaw
— one-command install of Nemotron models + OpenShell secure runtime
— network & filesystem isolation, local inference so no data leaves the device

OpenClaw Local Architecture (Simplified Announcing NI
p ( p ) ing um?"lﬁx:mouaw REfannmmuw
Local System (User's Machine) MULTI-MODAL PROMPT
=
@ Receive Instructions OpenC|aw S S
- (Personal Al Assistant) % ’\ /’@
o // NEMOCLAW \
COMPUTER USE 1

Messaging Apps
(WhatsApp, Telegram,
Discord)
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Cutting-edge Al agent tools - Anthropic

e Claude code
— CLI/IDE coding agent; subagents, hooks, plugins, auto mode, routines
e Claude cowork
— desktop tab; file-system access, scheduled recurring tasks, plugin marketplace
e managed agents
— multi-agent orchestration; cloud-deployable agent templates
e vertical bundles already shipping
— legal, small business, marketing ops, finance

PROJECT
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Cutting-edge Al agent tools - OpenAl

e OpenAl Codex
— agentic coding tool - CLI, IDE, ChatGPT, desktop & now mobile
— 2026 shift - from code editor — full “agent workspace”
— multi-agent parallelism - runs several tasks in separate sandboxes while you review
— powered by GPT-5.5 - tightly coupled, not model-agnostic (unlike Claude Code /
OpenClaw)

e Codex Security
— dedicated agent that finds & fixes vulnerabilities

G

OpenAl Codex
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Cutting-edge Al agent tools - Google

e Antigravity 2.0
— agent-first development platform; desktop app + CLI + SDK
e Gemini APl Managed Agents
— one API call spins up agent that reasons, uses tools, executes code

e Jules

— Al agent for GitHub - debugging, pull-request prep

e Gemini Spark
— 24/7 personal agent on Gemini 3.5 Flash, wrapped in Antigravity
— connects to Canva, OpenTable, Instacart, Workspace via MCP

Developer

API Call

<
Result \

Gemini API

Linux Sandbox

Antigravity Agent

Core Al Concepts and Modern Architectures - Al Agents
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Agentic stack - LLM is engine, but not whole system

o LLM - reasoning engine, not the system

e stack
— planner/orchestrator, memory (short/long-term), tools/APls, environment interface

® patterns
— ReAct, reflection/self-critique, planner—executor, multi-agent
e interoperability protocols emerging, e.g., MCP, agent-to-agent

e value migrating from model — system design

HBM WITH INTERPOSER: SPEED, POWER & SMALL FORM FACTORS
A REVOLUTION IN CHIP DESIGN

Performance well beyond DDR4/GDDR5/LPDDR4

>3X the performance per watt of GDDR5?2

94% less PCB surface area than GDDR5*
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Trillion-dollar gravity well - capital, talent, geopolitics

e big 5 hyperscalers ~ $725B Al capex in 2026 ~ Switzerland's GDP
e trajectory - $256B (2024) — $443B (2025) — $725B (2026)
e 2026 is the first trillion-dollar year of compute capex in history
e $6.7T global data-center capex by 2030 (~70% Al) (McKinsey forecasting)
® geopolitics
— export controls, chip sovereignty, national Al budgets

Hyperscaler Capex By Year @ Hyperscaler Capex Expectations for 2025 ($bn)
$350.0B mAmazon ®Alphabet ®Microsoft ™ Meta Oracle @Total
I MsFT GOOGL [ META AMZN ~$3258 $391
$300.0B = $368
$329 e
$250.0B
$228B' $288 $ $69
$200.0B 55’/ $62
-3%
19% ¢1518 $78
$150.08 “}'m“ /’ ’\slﬂa 70
38%
$958 $84
$100.0B 3% $75
29% o 3673/“‘5598/

29% 3353/ || . -
$50.08 s2a _—sa18” B B . l

mn BN
$0.0B _— s = B O BN - - .
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Source: Company Reports; 2025 includes company & analyst
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What took decades now takes months

e AlexNet (DL) — AlphaGo — Transformer — GPT (LLM) — Agentic in a decade

e adoption collapsing too
— genAl penetration in fraction of PC/internet time

e frontier you train on today will move by graduation
e durable skill 72 any one tool - it's relearning the frontier

® what previously took decades now compresses into months!

| Technology adoption

Years until used by one-quarter of American population

The Growth of
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Al agents - present & future

e emerging applications

scientific research - agents analyzing & running experiments & generating hypotheses
creative collaboration - Al partners in design & art combining multiple mediums
environmental monitoring - processing satellite sensor data for climate analysis
healthcare - enhanced diagnostic combining imaging, e.g., MRI, with patient history
customer experience - virtual assistants understanding spoken language & visual cues
autonomous vehicles - integration of visual, radar & audio data

e future
ubiquitous Al agents - seamless integration into everyday devices
highly tailored personalized experience - in education, entertainment & healthcare
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Silicon Valley Al Nexus (or just Al Nexus)

e next-generation Silicon Valley community exploring Al’s profound impact on technology,
economy, society, ethics, and humanity, and translating that exploration into real-world
action

e evolved into the premier Silicon Valley Al community bridging Korean and global tech
ecosystems

e our community has grown and united by a shared conviction — Al must advance human
flourishing, not diminish it!

e comprehensive expertise across Al domains

— biotechnology, healthcare, and medical research
— industrial applications and data centers
— cloud infrastructure, storage solutions, mobile technologies

— customer service platforms, multi-agent systems
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Three Core Principles (Values) we uphold!
e Explore & Lead

— world-class forums, the Al & Humanity Council, and thought leadership shaping Al's
most consequential questions

e [Elevate Community

— mentorship, startup showcases, professional connections, and leadership opportunities
that amplify every voice

e Give Back to Society

— policy engagement, academic partnerships, and public discourse ensuring Al's benefits
reach beyond Silicon Valley
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Our journey - forum history

e Nov-Dec 2024 - “The Al Strikes Back” & “Free Your Data”

— Prof. Jung Hee Cheon (homomorphic encryption revolution)
e Jan 2025 - “The Al Knight Rises”

— Sunghee Yun @ Erudio Bio on deep learning to flourishing societies
e Feb 2025 - “Silicon Citadel”

— Chanik Park @ MangoBoost on Al data infrastructure
e Mar 2025 - “Blockchain Awakens”

— Daejun Park @ al6z crypto on decentralized Al
e Apr 2025 - “Advancing Humanity”

— Stanford Medicine team on bio/medical Al

— co-hosting with K-BioX
e May 2025 - “The Autonomous Alliance”

— Microsoft, GitHub, Uclone, SK Hynix on Al agents

Core Al Concepts and Modern Architectures - Silicon Valley Al Nexus - Foundation
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Our journey - forum history

e Jun 2025 - “Silicon Companions”
— Altos Ventures on robotics & smart devices
e Aug 2025 - “The Human-Centric Al Revolution”
— address legal and ethical issues related to Al
e Nov 2025 - “The Al Silicon Race”
— Korea-US Innovation Leadership at K-ASIC
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Strategic partnerships & ecosystem

e Perpetual Partnership with KOTRA Silicon Valley as Strategic Alliance

e 2026 co-hosting partners
— K-ASIC (Korea Al & IC Innovation Center)
— K-BioX (biotech innovation)
— KOTRA Silicon Valley (trade & investment)
— Consulate General of the Republic of Korea at San Francisco (diplomatic support)
— KABANC (Korean American Bar Association of Northern California - legal expertise)

e building bridges between Silicon Valley innovation and Korean institutional networks

® creating comprehensive support ecosystem: technical, legal, business, diplomatic

%% kotra

K-BIOX SILICON VALLEY

ANTEAMBULO
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Community & engagement

e membership requirements
— attend one! Al Nexus event!
e member benefits
— networking with Al professionals across all domains
— knowledge sharing and collaboration opportunities
— direct access to world-class speakers and experts
e forum format - 5pm-8pm, typically Wednesdays at premier Silicon Valley venues
e venues - Stanford, KOTRA, SK Hynix, Altos Ventures, K-ASIC, and more

® active community engagement and professional development
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Al Nexus encourages and embraces Interest Groups

Bio / Medical / Data Group (7) - Chanik, Insuk, Jeff, Jongmin, Minha, Mitch, Sunghee
Karaoke Group (4) - Hayden, Jeff, Sunghee, Yeseul
Al Hands-on Group (5) - Chanik, James, Kyoung Whan, Minha, Sunghee

Legal Professionals Group (13) - Dayoung, Deborah, Ha Young Hayden, Hyojin, Hyung
Won, Hyunjung, Jaewon, Jeff, Jiyoon, Joo Hyong, Natalie, Yeseul

East Bay Group (7) - Daniel, Eugene, Hyunjung, Linda, MiSook, MJ, Sunghee
e App Builder (Vibe Coding) (4) - Eunkwang Jongmin Minha Sunghee
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Collaboration with Institutions & Universities

e MQOUs

- SNU
- Al Nexus x SNU College of Engineering Silicon Valley Immersion Program
- Winter Internship 2026

— asked by
- KSWAN
- KIC SV
- SVreboot
- Seoul National University (SNU)
- Kyunghee University
- KASPA
- Korea Univ.
- Sungkyunkwan Univ.
- KAIST
- Korean American Semiconductor Professional Alliance (KASPA)
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Collaboration with Institutions & Universities

e Co-hosting with
— Consulate General of the Republic of Korea at San Francisco
— K-BioX
— KOTRA SV
— KIC SV
— K-ASIC
— Korea-America Student Conference (KASC)
— Korean American Bar Association of Northern California (KABANC)
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Al Nexus Committees

e Board of Directors

— Sunghee Yun - Co-Founder & Leader & Chair

— Minha Hwang - Co-Founder & Al Master

— Sue Kim - Co-Founder & Marketing Leader

— Youngwook (Hayden) Song - Co-Founder & Legal Affairs Advisor
— Bo Hyoung (Jeff) Lee - Co-Founder & Legal Affairs Advisor

— MiSook Chung - Co-Founder & Community Engagement Chair

e Vision & Principles Committee
e Tech & Social Media Committee
e Program & Content Committee

e the full list of committees can be found here!

Core Al Concepts and Modern Architectures - Silicon Valley Al Nexus - Committees

Oct 6, 2026

162


https://sv-ai-nexus.github.io/committee

San Francisco Al Summit in July, 2026



Sunghee Yun Oct 6, 2026

The K-Al Summit - Security Alliance becoming Tech Alliance

o 24-Jul-2026, The Midway, San Francisco — South Korea President Lee hosted 150
leaders, in real time turning 70-year security alliance into technology alliance
— Jensen Huang (NVIDIA) - Sam Altman (OpenAl) - Dario Amodei (Anthropic) - Hock
Tan (Broadcom) X the Chairmen of Samsung, SK, Hyundai, and NAVER
e “San Francisco K-Al Declaration” — Korea as an irreplaceable node of the global Al
supply chain; “Al for Everyone” for 50M citizens; sharing Al's benefits with the world

o ~$950B in initiatives, 6 MOUs signed
— SK X NVIDIA: $500B+ LOI — Al factories & next-gen memory; 2GW Vera Rubin /
HBM4 data center by 2027

San Francisco Al SUMMIT
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Silicon Valley Al Nexus was in the room!

e not something we watched on the news — this community was there
— Al Nexus stewarded significant share of the invitation-only seats: founders, researchers,
and investors from this community, present at historic moment for Korea-US

technology relations

® lesson - bridges are not built by governments alone
— they are built by people who belong to both sides — which is exactly what you are

training to become

San Francisco /

MITZEA] AR Al AMul
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® three days after the summit, this ran in Korea's leading economic daily

One voice can reach the stage

Oct 6, 2026

— my op-ed on what that night meant, seen from inside Silicon Valley (The Korea
Economic Daily, Jul 28, print B7)

— memory bottleneck - physical Al

® the point is not the article — it is the path

bio Al

the diaspora as the bridge

— community — stage — national conversation: bridges carry traffic in both directions

Core Al Concepts and Modern Architectures - Silicon Valley Al Nexus - San Francisco Al Summit in July, 2026
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Selected references & sources

e Robert H. Kane “Quest for Meaning: Values, Ethics, and the Modern Experience” 2013

e Michael J. Sandel “Justice: What's the Right Thing to Do?" 2009
e Daniel Kahneman “Thinking, Fast and Slow” 2011
e Yuval Noah Harari “Sapiens: A Brief History of Humankind"” 2014
e M. Shanahan “Talking About Large Language Models" 2022
e A.Y. Halevy, P. Norvig, and F. Pereira “Unreasonable Effectiveness of Data” 2009
e A. Vaswani, et al. “Attention is all you need” @ NeurlPS 2017
e S.Yin, et. al. “A Survey on Multimodal LLMs" 2023

e Chris Miller “Chip War: The Fight for the World's Most Critical Technology” 2022

e CEOs, CTOs, CFOs, COOs, CMOs & CCOs @ startup companies in Silicon Valley
e VCs on Sand Hill Road - Palo Alto, Menlo Park, Woodside in California, USA
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